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A key feature of biological and artificial neural networks is the progressive refinement
of their neural representations with experience. In neuroscience, this fact has inspired
several recent studies in sensory and motor systems. However, less is known about how
higher associational cortical areas, such as the hippocampus, modify representations
throughout the learning of complex tasks. Here, we focus on associative learning, a
process that requires forming a connection between the representations of different
variables for appropriate behavioral response. We trained rats in a space-context asso-
ciative task and monitored hippocampal neural activity throughout the entire learning
period, over several days. This allowed us to assess changes in the representations of
context, movement direction, and position, as well as their relationship to behavior.
We identified a hierarchical representational structure in the encoding of these three
task variables that was preserved throughout learning. Nevertheless, we also observed
changes at the lower levels of the hierarchy where context was encoded. These changes
were local in neural activity space and restricted to physical positions where context iden-
tification was necessary for correct decision-making, supporting better context decoding
and contextual code compression. Our results demonstrate that the hippocampal code
not only accommodates hierarchical relationships between different variables but also
enables efficient learning through minimal changes in neural activity space. Beyond
the hippocampus, our work reveals a representation learning mechanism that might
be implemented in other biological and artificial networks performing similar tasks.
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Recent years have witnessed a growing interest in representation learning, both in biological
and artificial neural networks. For example, representations in the early areas of the visual
ventral stream are known to match simple features of the visual environment (1-4), and
to reshape as a result of learning new input statistics (5—7). Recently, these representations
have been shown to bear a close similarity to representations observed in convolutional
neural networks trained for image classification (8-11). Similarly, motor learning can alter
representations in the output layers of the mammalian motor system in a manner analo-
gous to neural networks trained on similar tasks (12, 13). These developments have been
central to the study of neural network dynamics (12, 14, 15) as well as to the development
of neuroprosthetics (16, 17). Higher associational brain areas, such as the hippocampus,
however, feature more abstract, mixed responses to environmental variables (18-22). An
understanding of how these areas form their representations during learning could shed
light on the network mechanisms that underpin behaviors beyond sensory classification
or motor control.

One form of learning that still challenges artificial networks is associative learning (23).
It involves the integration of newly acquired information with previously accumulated
knowledge through the emergence or update of neural representations. In biological
networks, neural recordings during behavior can help us identify strategies used by the
brain to form representations during associative learning. Creating associations is extremely
relevant for survival; e.g., an animal looking for food may act differently during day or
night, guided by previous experiences with different predators and food sources associated
with those two contexts. First, animals need to learn the representation of the local envi-
ronment, to be able to navigate to behaviorally relevant locations such as rewards. Second,
they need to establish an association between reward locations and the contextual cues
that determine them. The hippocampus is a key area for both learning tasks: It represents
variables such as place, together with other behaviorally relevant environmental cues
(24-28) and is essential for establishing memory and context associations [for a review,
see (29)].

In the hippocampus, spatial representations are formed within a few minutes, and these
remain relatively stable over multiple days (30). Associative learning, however, can take
much longer, typically on the scale of days or weeks for rodents (31-33). It is unclear how
the representation of associative learning-related variables changes during this period.
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Nevertheless, it is known that single hippocampal neurons can be
selective for multiple variables (18-22), a feature that increases the
code’s repertoire of possible readout functions. This, however,
implies that neural representations of single variables are distributed
over multiple dimensions in neural activity space (34), with their
structure reflecting the tasks an animal has been trained on (35).
As a consequence, many key signatures of learning might only be
detectable at the population scale.

Understanding how associative learning alters task-related rep-
resentations in the hippocampal neural population could help
elucidate general neural network mechanisms employed in com-
plex task learning. The aim of this work was to longitudinally
follow inexperienced animals as they learned a new associative
task—not only new reward contingencies—and track how the
structure of the representation in the hippocampus matched, or
not, the different stages of learning. Most previous studies on con-
textual representations have focused on well-trained animals and
lack data about the period of learning itself (21, 28, 36, 37). The
few recent studies that have recorded hippocampal activity across
days (30, 38, 39) were constrained to the study of the representa-
tion of a single variable and, in most, this variable did not guide
decision-making. To understand how reward associations affect
the relationship between the representations of multiple variables
across learning, we monitored, over several days, how representa-
tions in the hippocampal CA1 pyramidal cell population reorgan-
ized as naive animals learned a goal-oriented contextual task
(Fig. 1). Here, we use “context” as a set of sensory features in a
single physical environment that can be manipulated, i.e., visual
and tactile cues (21, 29, 40, 41). As a result, our observations may
differ from previous works where “context” refers to two fully dis-
tinct environments (20, 28, 42), or different internal states of the
animal in an unchanging environment (19, 30, 37, 43).

In addition, we wanted to understand how previously reported
hierarchies in hippocampal representations of trained animals (20,
21) evolved throughout this learning period. We detected a hier-
archy in the representation of different variables at the population
level (20, 44), which was maintained throughout the entire learn-
ing process. Changes in the population representations during
learning were constrained to the bottom of the hierarchy, involving
local adjustments that correlated with behavioral performance.
We demonstrated that this reorganization was sufficient to enable
better decoding of task-relevant features downstream, in addition
to allowing for compression of task-relevant information into a
few dimensions of high neural activity variance.

Results

Experimental Paradigm for Associative Spatial Learning. We
designed a goal-oriented spatial task where context specified which
position was rewarded. We built a 3.6-meter-long S-shaped linear
track (Fig. 14 and SI Appendix, Fig. S1A) where visual and tactile
cues could be changed between trials, thereby establishing the trial
context (denoted A or B). The track contained multiple sand-filled
wells in which a food reward could be hidden. On each trial, a
piece of food reward was buried in two of the wells: One food-
bearing well remained the same across both contexts (“context-
independent reward” or Rew-I), while the position of the second
food-bearing well differed between contexts (“context-dependent
reward” or Rew-D) (Fig. 1B). For a given animal, reward locations
remained fixed between days, and wells at which an animal
engaged in digging indicated its memory for the reward location.

On each training day, which we refer to as one recording session,
animals ran a fixed number of trials (40 trials). Trials started randomly
from a box located at either end of the track, allowing us to sample
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Fig. 1. Experimental setup and hypothesis. (A) lllustration of the experimental maze: A 360 cm track (80 cm arms overlapping by 10 cm at the corners), containing
two start/end boxes and 5 arms arranged into an S-shape, each containing 7 wells which can be filled with sand. (B) lllustration of the task: Within the same
physical maze, the color and texture of the flooring could be changed to indicate a new context. In each of the two contexts, 8 wells were made available to
the animal, two of which contained a food reward. One well location was common to both contexts (“context-independent reward,” or Rew-I), while the second
reward depended on the context yet was not indicated by any direct sensory cue (“context-dependent reward,” Rew-D). (C and D) Colors indicate different task
variables (e.g., position, direction, context) and different shadings indicate different values these variables can take. (C) Before learning, task variables likely do
not have a clear representation in neural activity space. (D) We consider two possible coding schemes that can emerge during learning: in the “independent”
scheme (Left), variables are encoded in orthogonal directions of the high-dimensional neural activity space; in the “hierarchical” scheme (Right), fixing the value
of a variable at the top of the hierarchy (conditioning) reveals separable organization of neural activity for a variable encoded at a subordinate hierarchical level.
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both movement directions equally (Left or Right); trials finished
when the animal entered the box opposite to their start location. On
a given trial, animals were allowed to dig only two wells—the remain-
ing wells were covered after the choices were made—and the trial
was considered correct if they dug exactly the two rewarded locations.
We opted for a digging task because digging is a highly motivated
behavior: Despite the food being placed at similar depths in all trials,
animals had to engage in digging for a few seconds up to a few
minutes before finding the food (S/ Appendix, Fig. S1D), which
made decisions costly for the animals and incentivized learning,

At a given session, an animal ran an equal number of trials from
each combination of context and trial direction—which we refer
to as trial category—and all positions were visited in all trials. We
could thus track three task variables throughout the learning;: posi-
tion, context, and movement direction. The association between
reward position and context was central to task performance, while
associations between reward position and direction were not; these
had to be ignored for correct allocentric navigation to the goals.
‘Therefore, our experimental setup allowed us to monitor variables
with different significance for task performance throughout the
entire task learning period.

Task-Solving Strategies Change with Learning. In three to five
sessions, all animals (n = 5) reached a task performance of >80%
correct trials (Fig. 24). We identified two learning stages: In
the first stage, animals identified the three wells that could be
rewarded (1 Rew-I and 2 Rew-D) in as little as the first 7 to 8
trials. From then on, they dug whichever two of those three wells
they encountered first, rather than using contextual information
to make a choice. We call this an “eager” task-solving strategy. In
the second stage—after a few sessions—the choice was correctly
based on the set of sensory cues (visual and tactile), so we call it
a “contextual” strategy. We quantified the use of each strategy by
measuring the number of trials in a given session in which an
animal’s choice was consistent with one or the other (Fig. 2B).

Quantifying eager and contextual strategies corresponded to
measuring the use of running direction or context—the two main
variables changing between trials—as the variables for decision-
making, respectively. More refined methods to analyze choice have
been previously used, but are restricted to binary choices (45); in
our study, animals had to choose 2 out of 8 available wells, which
consists of a large range of options. In any case, our goal was not
to predict choice from a large set of behavior variables, but to
devise a behavioral performance score which quantified the differ-
ence in use of these two strategies (for details, ST Appendix, Methods).
This score was close to zero when the evidence was greater for the
eager strategy and increasingly positive, up to a value of one, as the
animal approached a perfect contextual strategy. Our score was an
improvement on a performance measure based solely on the num-
ber of correct choices; the latter overlooks the fact that eager choices
sometimes match the correct choice, yet lack the learning of the
context—reward relationship.

Our performance score correlated with a number of other behav-
ioral measurements. Both correct and error trials became shorter
in duration as the performance score improved, pointing to more
certainty in the animals’ behavior (Fig. 2C). Also, animals with
better performance moved faster (Fig. 2D), spent less time at the
incorrect reward location when they made mistakes (S7 Appendix,
Fig. S1E), and were more likely to refrain from digging when run-
ning past the incorrect reward well (57 Appendix, Fig. S1C). We
divided the sessions into three equally sized quantiles of perfor-
mance, which we denote as “naive, ” “intermediate, ”and “expert”
(Fig. 2A4 and S Appendix, Fig. S1B). Those were used in later anal-
yses in which performance was treated as a discrete variable.
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Our behavior characterization allowed us to relate changes in
neural representations directly to behavioral performance rather
than to training time (in terms of days). This led to more inter-
pretable results by discounting individual differences in training
trajectory over time.

Most Single-Cell Features were Stable Throughout Learning
Sessions. Once the behavior was characterized, it was possible to
investigate how the hippocampal population activity represented
the task as the animals learned. We simultaneously recorded the
activity of multiple neurons (n = 1,725 putative units in total,
mean of 69 + 25 units per session) from the dorsal CA1 region
of the rats using movable tetrodes, across all five sessions of task
learning. On average, 80 + 10% (mean + SD) of cells recorded in
a given session were classified as putative pyramidal cells, which
were used for the analyses presented below.

A large proportion of hippocampal pyramidal neurons displayed
strong spatial selectivity (examples in SI Appendix, Fig. S3A), with
40 + 15% of pyramidal cells classified as stable place cells in at least
one of the trial categories (S/ Appendix, Fig. S2A4), and 17 + 13%
were stable in all categories. Moreover, also cells that did not meet
place cell criteria often displayed nonuniform firing across the
space. The recorded pyramidal cell population on any session was
therefore sufficient to tile the entire environment (examples in
Fig. 2F and SI Appendix, Fig. S3A). Moreover, measures of place
field sparsity, place field width, and theta phase precession remained
stable throughout the learning (S Appendix, Fig. S2 B-D).

Place cells were sensitive to changes in movement direction and
context (examples in Fig. 2 and ST Appendix, Fig. S3A). Place fields
were more distinct across different directions than across contexts;
this did not change with learning, at least at a single-cell level
(81 Appendix, Fig. S2E). Within a given session, running direction
also led to a shift of the place field position over trials, toward earlier
firing (87 Appendix, Fig. S4 A—C). The magnitude of this shift was
nevertheless the same across different learning stages (S7 Appendix,
Fig. S4D) and across different maze positions (S Appendix, Fig. S4
Band E). Also the number of pyramidal cells active around reward
locations remained similar throughout learning, although rate
remapping score slightly increased at the context-dependent reward
locations (S7 Appendix, Fig. S2F). This change could correspond to
an increase in selectivity to the context itself, but could also result
from behavior differences across contexts at these specific locations.
For example, we expected movement speed to also be a modulator
of the hippocampal activity (28, 46), but it was inherent to our
behavior task that speed was unevenly sampled.

To guarantee that our analyses were not biased by correlations
of our variables of interest with behavior variability across different
trials, we performed two precautions: i) we only considered run-
ning periods (>3 cm/s) for the analyses, which allowed us to
exclude periods of complex movements—e.g., digging and rear-
ing—that could not be accurately captured with our tracking data;
ii) we excluded the speed contribution to the firing rate at each
position and trial by fitting a generalized linear model (GLM) (47,
48) for each cell and jointly estimating the contribution of speed
and position to each cell’s mean firing rate. This allowed us to
generate “speed-equalized” rate maps for each cell, which we used
in subsequent analysis (Materials and Methods and SI Appendix,
Fig. S5). Nonetheless, the analyses we report here yielded quali-
tatively similar results when calculated on the original or
speed-equalized data.

Learning Drives Local Divergence of Context Representations.
Given the stability of single-cell measures over learning, we asked
whether these changes were simply too small to be detected
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Fig. 2. Behavior and neural population tuning. (A) Left: Training increases animals’ behavior performance score over multiple days/sessions. Performance on a
given trial was 1 if an animal dug exactly the two rewards appropriate for the given context and nothing else (“correct trial”). The blue line indicates mean + SEM
for all animals (n = 5); dashed lines indicate the average daily performance of individual animals. In yellow are highlighted the examples shown in panel B.
Right: Sessions were assigned to three quantiles of performance: naive (n = 8), intermediate (n = 9), and expert (n = 8). (B) Top: Percentage of correct trials for
each category (=combination of context and direction) separately, for two example animals. Bottom: Evidence that the animal was using a specific task-solving
strategy. “Eager” refers to digging the first two of the three rewardable holes, given the trial direction. “Contextual” refers to digging exactly the two holes
rewarded, given the trial context. The horizontal gray lines indicate the expected evidence for eager strategy given a perfect contextual strategy; this value is
specific to the reward configuration each animal experienced in the maze. (C) Left: Trial duration, excluding digging periods, versus the daily performance score
for correct trials. P < 7e”® R = -0.44. Right: Same, but for error trials. P < 0.03 R = -0.54. (D) Mean speed increases with performance score (n = 25 sessions).
P<3eR=0.57. (F) Normalized firing rate maps of all pyramidal neurons on an example session, in all 4 trial categories (rows: Left/Right direction; columns: A/B
context). Neurons were ordered according to their peak firing position in Left direction + context A trials (Upper Left category). (F) Left: Average cosine similarity
of population vectors (PVs) calculated per position, between rate maps of opposite directions/same context (pink) or opposite contexts/same direction (blue),
averaged over all positions. Calculated from the GLM speed-free rate map. Dashed lines indicate the same calculation using shuffled cell IDs (Materials and
Methods). All correlations with performance score were n.s. Middle: Similarity values between contexts as a function of performance only around the specific
reward location (within 12 cm radius from reward center). Rew-I n.s.; Rew-D R = -0.65 P < 0.01. Context is most dissimilar between the two reward locations in
expert sessions (shaded gray area), as shown also in the Right panel. Right: Cosine similarity between contexts in expert sessions only, around reward locations.
Rew-I vs Rew-D in expert sessions P < 0.01 Wilcoxon test. Regression values calculated with partial linear regression controlling for the number of pyramidal
neurons per session and animal IDs. In all regressions, shaded areas indicate a 95% Cl.

individually, yet could collectively amount to a significant effect
at the population level. Using the per-session speed-equalized rate
maps, we extracted the firing rate of each cell in each position
(discretized into 90 bins of 4 cm), averaged over all trials of
a category, to form a population vector (PV). Each PV was
associated with labels for context (A or B), movement direction
(Left or Right), and position. To measure selectivity to context
or direction, for each maze position, we calculated the cosine
similarity between PVs from each condition. The average similarity
over all positions between different contexts was generally higher
than between different movement directions. Surprisingly, there
was no significant change in similarity with increasing behavioral

performance (Fig. 2f, Leff).
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We, therefore, wondered whether changes in representation
were spatially more localized and consequently obfuscated by
averaging across positions. We focused specifically on positions
where context had behavioral significance, i.e., on Rew-I and
Rew-D maze positions. At Rew-Ds, PVs of different contexts
became increasingly dissimilar as performance improved, but
not at Rew-I (Fig. 2F, Right). This population-level result
robustly captured what, in the single-cell coefficients of our
GLM fits, was observed as a trend. For each cell, the GLM model
predicted firing rate by assigning coeflicients to each trial/posi-
tion combination (i.e., one-hot encoding) and each speed cate-
gory. By analyzing the coeflicients from trials in one context
versus another at fixed positions, we assessed the contribution
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of context to the overall firing rate. The single-cell coefficients
between the two contexts became increasingly dissimilar at
Rew-Ds, as animal performance improved, but this single-cell
effect was only significantly detected in one running-direction
(ST Appendix, Fig. S5 B and C).

Together, our results indicated that the hippocampus repre-
sented context better only where it was relevant for decision-making.
Moreover, the overall population activity differed between these
positions in terms of population firing rate gain. A gain value of
1 indicates that the summed activity of all neurons at a certain
location was equal to the average population activity across all
locations. Based on previous reports, we expected that all reward
locations would exhibit higher gain than unrewarded locations
(49, 50) and that familiarity would lead to a decrease in this effect
over time (51). In contrast to this expectation, at Rew-1, the pop-
ulation activity gain remained at 1 despite it being a rewarded
location; at Rew-Ds the gain was above average, regardless of
whether the position was rewarded in the current trial or not
(SI Appendix, Fig. S3B). We also did not observe a reduction of
the gain at Rew-Ds with familiarity (S Appendix, Fig. S3C). Our
results suggest that, given more complex task structures, cognitive
demands play an important role in determining the allocation of
neural resources at reward locations.

Hippocampal Hierarchy Changes with Learning. We next asked
how such local changes in neural activity affected the overall
structure of the hippocampal code. We, in particular, focused on

the relationship between the representations of different variables:
were some representations subordinate, and thus nested, within
the other representations that were dominant, and, if so, did this
structure change with learning (Fig. 1 Band C)? To formalize this
question, we performed unsupervised hierarchical clustering on
the neural activity PVs (Fig. 3 4 and B) (20, 44). This method
allowed us to organize PVs into clusters of growing size, from
most similar to most different, in terms of population activity.
We could then test whether task variables were drivers of this
structure, by checking which variable values were shared between
PVs of the same cluster.

We used PVs calculated for each trial separately to capture fluc-
tuations occurring throughout the session. We also monitored the
distribution of the PV-associated labels—context, direction, and
position, which were not used for clustering—along the hierarchi-
cal tree. Position labels were coarse-grained to 9 possible values,
corresponding to 40 cm bins. At each hierarchical level, we meas-
ured the variability of labels within each separate cluster. By defi-
nition, variance is maximal at the top level, where all PVs form a
single cluster, and zero at the lowest level, where each PV forms
an individual “cluster.” We refer to this relationship between var-
iance and hierarchical depth as the variance—depth curve, a meas-
ure that allowed us to map task variables to the neural activity
hierarchy. An early drop in variance with tree depth is an indication
that a variable sits on top of the hierarchy, i.e., it drives the largest
separation in neural activity (Fig. 34 and S/ Appendix, Fig. S6B).

Conversely, a later drop in variance can indicate that a variable sits
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at the bottom of the hierarchy (Fig. 34 and SI Appendix, Fig. S6.B);
it can also imply that the code maps randomly into the hierarchy,
if that is the case for all variables (Fig. 3B). If two variables drive
equal levels of neural activity variance and are represented in largely
disjoint areas of the activity space, then their label variance should
follow similar curves (Fig. 3B and SI Appendix, Fig. S6A).

We validated this variance—depth analysis by simulating synthetic
PVs modulated by position, direction, and context independently
or hierarchically (for details, ST Appendix, Methods). Independently
modulated PVs yielded random hierarchical trees that did not aver-
age into a clear variance—depth relationship; the hierarchical PVs,
on the other hand, yielded the correct hierarchical tree structure
consistently and robustly across simulation replicates (S Appendix,
Fig. S6 A-C). Manipulating the variance explained by each of the
variables imposed a hierarchy in the independent regime, which
was based on the order of variances between variables (S Appendix,
Fig. S6D, independent). However, changing the order of variance
explained between the variables did not affect the inferred hierarchy
in the hierarchically generated PVs (SI Appendix, Fig. S6.D, hierar-
chical). A clear and reproducible hierarchy uncovered by a vari-
ance—depth analysis can thus point to a true hierarchical code, or
to an independent encoding with very unequal variances; these
options can be further disambiguated with a conditional decoding
analysis, which we introduce in a later section.

After validation, we investigated the variance—depth relation-
ship for the variables in our data. In Fig. 3C, we show the neural
activity hierarchy in an expert session. In this example, we can
visualize a hierarchical distribution of task variables, which resem-
bles Fig. 34; position and direction clustered the activity within
large branches of the tree, while contexts separated the activity
closer to the leaves. This relationship was unaltered throughout
the different learning stages in all animals, as quantified by the
variance—depth curve (Fig. 3 D and E), indicating that position
was the main external driver of hippocampal variability regardless
of task learning. Within the representation of nearby positions,
direction was the next driver of variability, and only at each posi-
tion/direction did context have a detectable effect.

While the order of the variables remained constant within the
hierarchy, changes in context encoding correlated with increasing
performance at mid-hierarchy levels: There was an earlier drop
in variance for context encoding in the expert quantile of trials
(Fig. 3E). This was not true for the other two variables, indicating
that the effects of learning on the hierarchy were mostly restricted
to the encoding of context (Fig. 3E). Given our cosine similarity
results shown previously (Fig. 2F), we wondered whether the
context grouped PVs eatlier in the hierarchy, specifically at those
positions where the cosine similarity between contexts decreased.
This was indeed the case: Branches that contained PVs from
Rew-Ds showed lower context variance earlier in the hierarchy
than those containing Rew-I position or no reward position PVs
(Fig. 3F). The same was also true when using PVs from the
“speed-equalized” model, showing that differences in speed at
those locations were not sufficient to explain the differences in
firing between the two contexts (SI Appendix, Fig. S7).

Taken together, these results suggested that the hierarchy of the
representations in the hippocampus could be altered locally via
learning, according to the task demand, and at the same timescale
at which behavioral performance changed.

Changes in Encoding Hierarchy Enable Better Downstream
Decoding. Cosine similarity between PVs (Fig. 2F) and the repr-
esentational hierarchy for context (Fig. 3) changed over learning
sessions, but these changes were not strong enough to prioritize

https://doi.org/10.1073/pnas.2417025122

context over position or direction. This could indicate that the
hippocampus contributed to the context code but was not directly
responsible for changes in task performance over days. Alternatively,
albeit small, the changes in context representation could be
sufficient to support changes in behavior. To disentangle these
hypotheses, we took the perspective of a downstream brain area,
which has to use hippocampal information to trigger a behavioral
response. A linearly decodable output is the simplest and arguably
one of the most efficient codes that can plausibly be read out by
downstream areas (52), so we used linear decoders—instantiated as
Support Vector Machines (SVMs)—to decode behavior variables
from the hippocampal population activity. We call these “global
decoders” since they were trained on the entire data of a given
session (Fig. 44, Middle). Here, we used the “speed-equalized” PVs,
to make sure we did not decode differences emerging from speed
instead of the true context code. We trained the decoders using
bootstrapped sampling and reported the classification accuracy
in the cross-validation held-out test data, which were randomly
chosen PVs not used for training the decoder. We first decoded
each variable independently and found that all three variables
(position, direction, and context) were decodable above chance
at all stages of learning (Fig. 4B). Notably, position and context
were decoded at slightly worse accuracy in the speed-equalized case
shown here compared to the original, non-speed-equalized data,
indicating that differences in speed affected their linear separability
(SI Appendix, Fig. S8B). We observed a trend for improved context
decoding with better behavior performance (Fig. 4C), but it was
not significant with the “global decoder.” Furthermore, position
and direction representations were stable already on the first day
and were not directly related to performance gains over longer

timescales (Fig. 4C).

Context Information Is Local and Task-Specific. Given that the
changes in the variance—depth curve for context were detected
mostly at specific maze locations—the Rew-Ds, we wondered
whether a decoding scheme that takes the encoding hierarchy into
account could perform better than our global decoder. Specifically,
we asked whether knowledge about the dominant variables, which
were better decoded and lay higher in the hierarchy, could aid
the decoding of context. To test this, we defined a “conditional
decoder”: For each of the “decoded” variables we used before,
multiple SVMs were trained, each on data that shared the same
value of a “conditional” variable (Fig. 44, Bottom). As an example,
if we tried to decode context conditional on maze position, it
means that, for each position, a separate SVM was trained on
data coming from either of the two contexts. Although such a
decoding model had more parameters, it had proportionally less
data to train each SVM on, which could lead to low accuracy
on the cross-validation data due to overfitting. Yet this was not
what we observed: The conditional decoder outperformed the
global decoder when predicting the context from held-out test
data (Fig. 4D), suggesting that reliably decoded variables at the
top of the hierarchy—such as position—could be used to facilitate
decoding of other, lower-variance variables. It is important to note
that the opposite statement did not hold. Knowing context did
not significantly improve the decoding of position or direction—
actually, the corresponding conditional decoders performed worse
on the held-out test set (Fig. 4F and SI Appendix, S8A).

The higher accuracy of the conditional decoder in comparison to
the global case confirmed that context is encoded differently at each
maze position. This indicates that position and context are not inde-
pendent variables, and that the code in the hippocampus is indeed
hierarchically organized. When we examined the performance of
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Fig. 4. Global versus conditional decoding of task variables from neural activity. (A) (Top) A possible hierarchical neural representation of position (yellow circles)
and context (blue shade); each dot is a high-dimensional PV depicted here in three dimensions. (Middle) A global linear decoder uses the same separating
hyperplane (gray) to classify context across the entire set of PVs. (Bottom) A conditional decoder consists of a set of linear decoders, each trained on a subset
of data that shares the same label for the conditional variable (here, same position). Here, we use cross-validated SVM classifiers with balancing for decoding
either binary labels for context and direction, or 9 discrete labels for position (S/ Appendix, Methods). (B) Global decoder accuracy for each variable (context,
direction, position) for all sessions (n = 25) compared to decoding accuracy when the labels in the training set are randomly shuffled (gray boxes). Accuracy was
evaluated over withheld (test) data as the mean absolute difference between decoded and real labels divided by maximum possible difference. All comparison
to shuffle P<0.01, one-sided paired t test with Bonferroni correction for multiple comparisons. (C) Global decoder accuracy for each variable (context, direction,
position) as a function of behavior performance. Correlations were n.s. for all three variables. (D) Comparison of context decoding with global vs. conditional
decoder (conditioning on position). The global decoder bar is the same as in panel B. Line shading indicates behavior performance for each session (stronger
colors = higher-performance score). Gray bars indicate the conditional decoder performance when either context or position labels were shuffled. Global vs
Conditional P < 3.80e°, and all differences from shuffles P < 0.01, one-sided paired t test with Bonferroni correction for multiple comparisons. (E) Same as D
but with position as the decoded variable and context as the conditional variable, showing that the conditional decoder actually does worse in this case. Global
vs Conditional P < 2.27e™"", one-sided paired t test. (F) Accuracy of context decoding conditional on position at specific reward positions as a function of the
performance score. Rew-D R = 0.70 P < 9e™% Rew-I n.s.; Unrewarded n.s. All regression R and P-values were calculated with partial correlation, controlling for
the number of pyramidal neurons recorded and animal IDs. Shaded areas indicate a 95% CI.

the decoder at individual positions, we observed better decoding of
context at Rew-D, but not at Rew-1, on trials with high performance
(Fig. 4F). At other maze positions, we also detected a trend of
improved context decoding with learning, but it was not statistically
significant. Taken together, our results confirm that context influ-
ences neural activity in a position-specific and task-dependent man-
ner. At Rew-I, for example, knowing context is not necessary for
decision-making and, consequently, it does not need to be—and in
fact it is not—Dbetter encoded, despite the reward being present at
this position.

PNAS 2025 Vol.122 No.11 2417025122

The analyses performed so far quantified context decoding con-
ditional on the actual position of the animal. In reality, a biolog-
ically plausible implementation would not have access to the
actual position of the animal; instead, it would need to infer this
position from the neural encoding first, in order to subsequently
decode context, conditional on this putative, inferred position,
later. When implemented in this two-step, sequential procedure
that respects the encoding hierarchy, context decoding was highly
efficient (SI Appendix, Fig. S8C). Interpretation-wise, such a
sequential approach is only locally linear: While at each position,
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a linear context decoder is employed, taken together, context ~ how learning affected this correlation. To this end, we projected

decoding is a globally nonlinear operation. An alternative tosuch ~ raw data onto the identified PCA directions and tested how our
a sequential, locally linear decoding procedure that respects the ~ decoders performed when trained on differently sized subspaces of
encoding hierarchy is a full joint decoder which linearly decodes  the population activity.
a combined position + context label. Although such a decoder An example projection of PVs for an entire session onto the first
yielded similar results (S Appendix, Fig. S8C), it requires fitting three principal components (PCs) is shown in Fig. 5 4 and B. PVs
a much larger number of parameters to adapt to the local changes ~ corresponding to different maze positions were well separated along
in representation happening during learning (more details in  the top PC axes (Fig. 5A4). This is in accordance with our decoding
SI Appendix, Methods). results, where position was the best decoded variable on any session.
In the example we show, it was even possible to identify five differ-
Hierarchical Representation Gets More Efficient with Learning.  entsegments of the activity along the first three PCs, corresponding
In our final analysis, we tried to elucidate the advantages of the to the five segments of the real maze (other examples in ST Appendix,
hierarchical code structure and its changes with learning. When  Fig. S9). Conversely, no clear separation of the neural activity from
we trained context decoders conditionally on position, we  different contexts could be observed (Fig. 5B).
provided each decoder with only a subset of PVs, all collected When we zoomed into the PVs extracted from a single maze
at the same position. Effectively, this means that in each such  position, we observed that, for some positions, there indeed was a
subset, we removed the variance in neural activity that was driven ~ separation of the remaining task variables in the first PCs (Fig. 5B,

by space modulation, allowing the conditional decoders to more Inserand SI Appendix, Fig. S9). If this separation was consistent but
easily extract context information from the same PVs. To better ~ notaligned between different positions, a conditional decoder would
understand this decomposition, we performed an unsupervised ~ be expected to outperform the global decoder as reported previ-
dimensionality-reduction using principal component analysis  ously—but conditional decoder should also outperform the global
(PCA) to obtain directions of the highest neural activity variance, one when trained only on a small subset of top PCs and not only
but making no use of task-related information in the process. We ~ when trained on the entire dataset. To test this hypothesis we meas-
asked whether the identified directions of highest population activity ~ ured how many PCs were necessary for each decoder to reach 90%
variance contained information about task-relevant variables and ~ of its maximum performance (Fig. 5C). As expected, the conditional
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Fig. 5. Decoding from dimensionally reduced data. (A) Example PCA projections for raw-data PVs (calculated as average firing rates in each 4 cm position bin in
each individual trial) in one expert session; colors indicate true animal position. PC-projected neural activity can be partitioned into 5 segments corresponding
to the real maze (diagram at Right). (B) Same as A, but with data points colored by context instead of position. No global separation between contexts is visible
in the first 3 PCs, but we hypothesized that a local low-dimensional separation could be possible, as we can see when we plot only the Rew-D location (zoom-in
panel). (C) Training increases fraction of neural activity variance devoted to context coding in a position-dependent manner. Global (dashed) and conditional
(solid) context decoder cross-validated accuracy for naive (n = 8 sessions), intermediate (n = 9), and expert (n = 8) sessions (Left to Right), shown as a function
of the fraction of PCs used for decoding and normalized to accuracy achievable on the complete dataset by each specific decoder (using all PCs). Shaded areas
around the lines indicate SEM over all sessions in each behavior group. Vertical dotted lines show the fraction of PCs needed by the global and conditional
context decoders to reach 90% of their respective maximum accuracy. (D) Difference A between the two decoders in terms of required number of PCs at 90%
of maximum accuracy. R = 0.41 P < 0.05. Shaded areas = 95% regression Cl. The regression lines result from a partial regression controlling for the number or
pyramidal cells recorded in each session.
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decoder required fewer PCs to reach 90% accuracy for decoding
context, when compared to the global decoder. This is not surprising
given that position, which was always highly decodable, was already
well separated along the first principal components (SI Appendix,
Fig. S8D). Our result also implies that context was also partially
separated within this same subspace, but the context separation
hyperplane was not necessarily aligned across positions. As a result,
a globally linear separation of context (global decoder) within the
first PCs was suboptimal compared to the locally linear one (con-
ditional decoder). More interestingly, as behavioral performance
increased, the difference between the two decoders in the number
of PCs required to reach this 90% threshold substantially increased
(Fig. 5D). This suggests that spatially modulated cells started carry-
ing more contextual information as learning progressed. At the
population level, this indicates that variables were represented—at
least in part—within the same linear subspaces of activity and in a
hierarchy, and that learning increased the overlap between the rep-
resentations of associated variables.

Discussion

In this paper, we showed how population-level representations in
hippocampal principal cells reorganize as the learning progresses
over multiple days. Using a space-context association task, we
observed a robust hierarchy in the representation of behaviorally
relevant variables: Physical position was the largest driver of sepa-
ration between representations; within the representation for each
given position, we found a subordinate separation between rep-
resentations for the two different movement directions, and, finally,
a lowest-order separation between the two task-relevant sets of
sensory cues (contexts). Successful learning did not change this
overall organization of the neural code. Yet, as the performance
improved, context representations did separate substantially at
task-relevant positions, at the deeper levels of the neural activity
hierarchy. At these task-relevant positions, the representation of
context migrated toward the axes of higher neural activity variance.
We demonstrated that this type of hierarchical representation and
its reorganization facilitates downstream decoding: As the learning
progressed, downstream areas could still use the same circuits to
decode position and direction, and only context decoding needed
to be refined using readily available information about the other
variables. Together, these results show that the hippocampal code
adapts to task requirements occurring at the timescale of behavioral
changes; this is implemented through local refinements that are
commensurate with the improvements in behavior performance.

The cognitive benefits of hierarchical representation structures
have been described in multiple studies in humans and other
animals (20, 44, 53-55): They allow prioritization of variables
according to their relevance for behavior. In our case, we suggest
that the representational hierarchy in the hippocampus prioritizes
essential behaviors (e.g., position awareness); nevertheless, it is
simultaneously adaptable to trained behaviors. We have shown
that position and movement direction were at higher hierarchical
levels at all learning stages, which is not surprising given the rel-
evance of these variables to most rat behaviors. Nonetheless, learn-
ing led to selective changes in the representation of context,
initially encoded at the bottom of the hierarchy. Context drove
increasingly more neural variability at locations where it was con-
sequential for reward, and this adaptation matched the changes
in behavior performance. Taken together, this indicates that the
hippocampus can accommodate behavioral demands within its
representation hierarchy. As we previously mentioned, our defi-
nition of context is restricted to tactile and visual cues. Other
manipulations, such as changes in the internal state of the animal

PNAS 2025 Vol.122 No.11 2417025122

due to implicit changes in the task (19, 22, 30, 43, 56), may elicit
different changes to the encoding as those described here.

In contrast to our results, McKenzie etal. (20) previously
observed that context representation is at the top of the hierarchy
in well-trained animals. The difference between the two studies is
likely due to different task design: McKenzie et al. defined differ-
ent contexts by distinct physical environments, and learning
involved differentiating the valence of different objects within each
of those environments. Therefore, from the beginning, distinct
cognitive maps were assigned to different contexts, while the learn-
ing of valence-object associations resulted in local changes in the
representations at the bottom of the hierarchy. However, in our
case, the same physical maze was used and context was defined by
different floor cues. Often, changes in sensory cues in an identical
environment trigger rate remapping (27). Rate remapping does
not change place field location, it only alters the firing rate of place
cells, which may explain why context was represented at the bot-
tom of the hierarchy. Although context was represented at different
hierarchical levels in our and the McKenzie et al. studies, in both
studies the result of associative learning (object vs. valence in the
McKenzie case and context vs. location here) was a change of
encoding at the bottom of the hierarchy.

These and past results suggest that the hippocampus can reor-
ganize representations as a result of learning in two distinct ways.
In cases when the animal detects a novel environment or an
entirely novel learning situation in a familiar environment, a novel
representation is formed rapidly. However, once this representa-
tion is formed, slow associative learning triggers only localized
refinement of the existing representation. This small and local
adaptation of the code is reminiscent of the “lazy” learning regime
observed in the training of artificial networks, where high classi-
fication accuracy is achieved by small changes in the network
internal representation (57). However, lazy regimes in artificial
networks are associated with fast representation learning and there-
fore do not fully explain our observations. Moreover, the learning
regime can be different in other brain areas: In the human and
monkey prefrontal cortex, contextual learning resulted in larger
representation changes, resembling instead a “rich” learning regime
from artificial neural networks trained on a similar task (58).

Our work also suggests that map refinement during learning is
accompanied by dimensionality reduction in the representation of
context. Recent works have shown that, while behavior sets an
upper bound on the dimensionality of neural activity (59), the
actual dimensionality of associative brain areas balances compres-
sion (fewer dimensions) and representational flexibility (more
dimensions) to represent complex tasks (35). This usually results in
more than one dimension representing single task variables, which
we also observed in our data, albeit only as measured in the PCA
space. Moreover, a reduction in dimensionality with learning has
been observed in multiple brain areas (35, 60, 61) and in artificial
neural networks [for a review, see (15)]. It has been proposed that
this can reduce the resources necessary to perform learned tasks and
improve generalization (35). Such dimensionality and consequently
redundancy reduction can also be understood in terms of an effi-
cient code where optimization is not exclusively based on input
statistics, but actually takes the task goal into account (62, 63). This
could explain the selective activity gain increase restricted only to
Rew-D as opposed to Rew-I positions when optimizing for this
specific task. Although our results do not preclude alternative expla-
nations, they are consistent with these previous theories.

Much of previous work on hippocampal response to environ-
mental changes has focused on single-cell representations in
well-trained animals (18, 21, 28), on the comparison of untrained
versus well-trained animals (20), or, at best, tracked learning-related
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changes within a few trials or hours and generally pooled together
data from different training days (27, 41, 64). Those studies that
accompanied activity over longer periods focused on the analysis
of the representation of single variables (30, 38, 39). In contrast,
by adopting a population-level approach and recording neural
activity throughout the learning period, we managed to track
changes in relationships between representations of different var-
iables over days of task learning, changes that could not be
detected at a single-cell level with statistical confidence. We found
that hippocampal representation learning for an association task
was a slow process unfolding at the behavioral time-scale: It was
neither an “aha”moment nor restricted to the first stages of learn-
ing. Studying intermediate stages of learning thus requires the
ability to detect small changes in an evolving neural representation
at the population level, and hierarchical representation analysis
presented in this paper may be a key tool to this end.

Materials and Methods

All information about animals, surgical procedures, electrophysiological record-
ings, as well as detailed descriptions of the behavioral apparatus, behavioral
training, and data analysis are available in the S/ Appendix.

GLM Rate Maps. We utilized a GLM to describe each cell's firing probability as
a function of trial, position, and speed. We excluded from the calculation bins
when the animal ran in the opposite direction than that stipulated by the start
to end box direction. We will describe in detail here the covariates used to fit the
model and the parameters used, and refer the reader to other references for the
details regarding the use, fitting, and theoretical background of GLMs (47, 48).
The model describes, separately for each cell, the Poisson probability of observing
n spikes in a 20 ms time window, = = 0.02s, given covariates 6,

P(n|6,) = Poiss(n; A(6,)) = exp(— A(6,))A(6,)" /n!,

where
A(gt) = GXP(ﬂ . 01),

Brepresents the model coefficients, found by maximum likelihood (more on this
below) and 6, represents the covariates at time t, which are as follows

o Joint trial-position (one-hot variable): We binned the linearized position into
90 bins of 4 cm each. We allowed each unit to have a different parameter for
each position on each of the 40 trials separately. This resulted ina 90 * 40-dim
vector.

e Speed (one hot variable): We binned the speed, which was measured from
the behavioral recording in 20 ms time bins, in 10 nonoverlapping and
equally populated speed bins, excluding speeds below 3 cm/s.

e (Constant: To capture any baseline activity.

The number of parameters of such models was therefore fixed to 90 * 40 +
10+ 1=3,611.We utilized the routine GLM.fit_regularized offered by the pack-
age statsmodels v0.14 in Python 3.11 (65). We fitted the models by using an L2
reqularization with parameter fixed to 107> for all but the constant covariate,
which was not regularized. The regularization parameter was fixed by cross-
validation, and selected so as to maximize the log-likelihood on the validation
setwith a grid search on the possible parameters (1078, ... 107%).

PV Calculation. From raw spiking data: The entire maze (360 cm) was divided
into 90 spatial bins of 4 cm each. For each trial and position, we calculated
the mean firing rate of each neuron; the activity of all neurons formed a PV
of length n, where n is the number of putative pyramidal neurons in a given
session. Each PV was assigned a set of labels: trial context, trial direction, and
two position labels. The direction refers to the binary 1D directionality within
the maze (toward the left or right end of the maze), which differs from the head
direction in the real S-shaped environment; we excluded from the calculation
periods when the animal ran in the opposite direction than that stipulated by
the start to end box direction. The position labels were either the fine-grained

https://doi.org/10.1073/pnas.2417025122

(90 bins) or coarse-grained values (9 bins). We indicate in the main text which
of the two were used in each analysis.

"Speed-equalized” from the GLM: Given the one-hot encoding, our GLM
yielded a coefficient for each position in each trial, as well as separate coefficients
for each speed bin. The PVs from the GLM were calculated as

— pPpjitP
fp/t = ¢ p/t constl

wheref,  is the GLM estimated mean firing rate at position pat trial t and are
the model coefficients. This calculation corresponds to the mean firing at each
bin excluding the estimated speed influence. The same number of PVs and labels
were used as in the raw spiking data.

Hierarchical Clustering of PVs. For the hierarchical clustering, we have used
the PVs calculated as described above, calculated per trial per 40 cm position
bin (resulting in 40 trial x 9 bins = 360 PVs). The clustering algorithm did the
following: Initially, each point represents a cluster of size 1 each; clusters are
merged recursively following the Ward variance minimization criterion. In detail,

k

denoteaclusteras X = {x;, ..., x,} and compute its mean £(X) = % >iq Xand

its variance V(x) = 1 ka—1 [1x; — EXI where||x; — E(X)||is the Euclidean
distance between each point and the cluster center. At each step, the algorithm
computes the variance of each possible merged pair of clusters V(X; U X;), and
selects the pair to merge that yields the lowest increase in total variance. This
procedure is computationally demanding; a simplified algorithm with linear
complexity in the number of points has been proposed by Miillner (66) and is
implemented in the Scipy library version 1.17 in the function cluster.hierarchy.
linkage which was used here for analysis. This process is iterated over until all
points are clustered together, and that is the root of the tree.

Variance-Depth Curve. The hierarchical clustering procedure provided us with
progressively finer subdivisions of PVs. We measured whether PVs within the
same cluster, across depths, had homogeneous category labels.To do so, given a
full hierarchical tree of PVs, we calculated the variance W of each label category L
(position, direction, context) within each cluster at different tree depths. Note that
the varianceV used for hierarchical clustering refers to the variance infiring rates
in each PV, while I¥ refers to the variance of the label values. As one progresses
from root to leaves, the number of separate clusters in the tree grows. At each
depth, we calculated the variance of the labels over all the PVs in each cluster
separately and then averaged this value over all clusters, as follows:

Wit d) = (35,2 w )/ (Mg ),

where L is the label category, d is the depth in the hierarchical tree, N is the
number of clusters at that depth, w, ; is the variance of the label L in each cluster
i and w,,,, is the variance at the root. Each label L can take multiple variables /.
Direction and context are binary variables (/€ {0, 1}) and position can take 9
discrete values (/ € {0, 1,...,9}). We repeated this procedure at each depth
(each new split of tree branches) until we reached the leaves, where variance is

zero (only one PV per cluster).

Global and Conditional Decoding. We used SVYM to decode task variables (i.e.,
coarse-grained position, context, and direction) labels from the PVs calculated
per position (90 x 4 cm bins) and trial (40 trials) or their projections in a subset
of the principal components. An SVM finds the best high-dimensional plane that
separates the different categories, by finding the plane with the largest distance to
points from any category (67). Over 100 repetitions, we randomly split the dataset
in 70 to 30% to use as training and testing sets, respectively, making sure labels
remained balanced in both subsets. Using a bootstrapping method, each subset
was resampled in a stratified manner (the sampling keeps the label balance the
same asin the original data). The same data splits and bootstrapped samples were
used for training/testing the global and conditional decoder as well as for the
shuffled label condition. The two decoding strategies employed were the following:

Global decoder: A standard SVM which was trained directly on the labels of
the variable of interest to be decoded, from the entire set of training PVs in a
behavior session.

Conditional decoder: Each vector was assigned two labels, one for the condi-
tional variable and one for the variable of interest. We subdivided the vectors into
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groups determined by their conditional variable. For each group, we trained a
separate SVM.The accuracy was calculated as the average accuracy over all groups.

The decoding accuracy was calculated as the difference between the predicted
labels and the real labels of each vectorin the test set, divided by the maximum pos-
sible difference. For binary labels (context and direction), this difference was either 0
(match) or 1 (mismatch). In the shuffle condition, we calculated the average accuracy
of each decoder when we randomly shuffled the labels for the variable of interest
orthe conditional variable.To control for the different number of neurons recorded
in each session, all statistics that compare between sessions take this number as a
control factor, as specified in the corresponding figure legends.
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